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Abstract—One of the fundamental challenges in braincomputer interfaces (BCIs) is to tune a brain signal
decoder to reliably detect a user’s intention. While information about the decoder can partially be transferred between subjects or sessions, optimal decoding performance
can only be reached with novel data from the current
session. Thus, it is preferable to learn from unlabeled
data gained from the actual usage of the BCI application
instead of conducting a calibration recording prior to BCI
usage. We review such unsupervised machine learning
methods for BCIs based on event-related potentials of
the electroencephalogram. We present results of an online study with twelve healthy participants controlling a
visual speller. Online performance is reported for three
completely unsupervised learning methods: (1) learning
from label proportions, (2) an expectation-maximization
approach and (3) MIX, which combines the strengths of
the two other methods. After a short ramp-up, we observed
that the MIX method not only defeats its two unsupervised
competitors but even performs on par with a state-ofthe-art regularized linear discriminant analysis trained
on the same number of data points and with full label
access. With this online study, we deliver the best possible
proof in BCI that an unsupervised decoding method can
in practice render a supervised method unnecessary. This
is possible despite skipping the calibration, without losing
much performance and with the prospect of continuous im*Corresponding
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provement over a session. Thus, our findings pave the way
for a transition from supervised to unsupervised learning
methods in BCIs based on event-related potentials.

I. I NTRODUCTION

M

ANY applications in the field of humandevice interaction need a calibration phase
prior to the actual usage of the application. During
calibration, the user is requested to perform a series
of predefined tasks in order to collect example data,
for which the user’s intentions are known. Machine
Learning (ML) methods then use this labeled data to
learn the subject-specific brain signal characteristics
and predict the user’s intention on new unseen data.
In the field of Brain-Computer Interfaces (BCI),
these predictions can enable the user to control
applications and physical devices by translating
brain activity into control commands [1]–[5]. One
research goal in BCIs is to replace lost or faulty
neurobiological pathways, e.g., for patients with
Amyotrophic Lateral Sclerosis (ALS) [6]–[8], by
computational intelligence, for instance, to restore
communication [2], [9] or control a wheelchair [10].
Calibration is challenging in BCI, because the
signal-to-noise ratio (SNR) is unfavorable and the
subject-to-subject variability is large [5]. Depending
on the type of paradigm chosen, the calibration
time can differ between minutes [11] to multiple
sessions [12]. Even though it was shown that the
calibration time can be partly reduced by transferring brain signals from within the same subject [13]
or other subjects [14]–[16], a rest of subject- and
session-specific variation remains to be learned.

To tackle this learning challenge, different strategies have been proposed. They can be subdivided
into two groups: The first group takes a pre-trained
classifier and updates it with unlabeled new data
from the current session [17]–[23]. We refer to this
approach as unsupervised adaptation. Algorithms
implementing unsupervised adaptation rely on the
assumption that suitable training data is available
or can be recorded in order to pre-train a classifier.
However, for subjects with limited attention span
or atypical brain patterns, e.g., stroke survivors, this
might not be the case. To overcome this limitation,
a second group of algorithms was recently proposed
for BCIs. These algorithms can learn the individual
brain characteristics from scratch without requiring
any labeled data at all [24]–[30]. We refer to them as
unsupervised learning methods. They are a generalization of the first group of algorithms as they can
also be initialized with good parameters obtained
via transfer learning. See Fig. 1 for an illustration
of the difference between the two groups.

Fig. 1. Unsupervised learning vs. unsupervised adaptation.
Red and blue dots indicate historic labeled training data from
two classes. Grey dots depict unlabeled data. Dashed lines
indicate classification models. The general goal is to find a
model which separates the two classes as good as possible.
Label information is necessary only in the adaptation scenario.
For transferring the classification model, only a slight adaptation
may be necessary while the unsupervised learning algorithm has
to learn the model from a random initialization.

Both approaches are able to update their decoding
model during the actual usage of the BCI application and hence, also to adapt to changing signals
over time. To accomplish this, the ML method is
required to learn from unlabeled data, i.e., when the
user’s intentions are unknown. The BCI community
seems to be in need of unsupervised decoding

methods: The review of Nicolas and colleagues [31]
identified unsupervised adaptation as one of the six
“key challenges for BCI deployment outside the
lab”. Millán and colleagues [32] stress the importance of adaptation for skill-learning in BCI (e.g.,
for rehabilitation after stroke), as it “increases the
likelihood of providing stable feedback to the user, a
necessary condition for people to learn to modulate
their brain activity”. Unsupervised learning also
bears the potential of exploiting large unlabeled
data sets to find common brain patterns – a key
ingredient for developing true plug & play BCI
systems.
A different line of work explores strategies to
adapt the policy of the interaction between user
and computer instead of adapting the brain signal decoder [33]–[38]. These policy adaptation
approaches rely on the detection of error-related
potentials, i.e. signals, that reflect the observation
of an error, in order to infer the correct or intended
actions of the user.
In our paper, we first carefully review the attempts
of unsupervised adaptation and unsupervised learning for decoding event-related potentials (ERPs)
– brain responses that are widely used in BCI
paradigms. Then we present results from an online
BCI study based on recordings of the electroencephalogram (EEG), comparing three different unsupervised learning methods that build its decoders
from scratch. For the first time, we demonstrate
that unsupervised learning methods in BCI can –
in practice – utilize unlabeled data as efficiently as
a state-of-the-art supervised method after an initial
ramp-up. With that contribution, we strive to further
increase the usability of BCI systems in practice.
A. Event-Related Potentials
ERPs are evoked transient brain responses to
a sensory, cognitive or motor event. One way of
eliciting them is to present external stimulation
events to the user, e.g., by visually highlighting
symbols on a computer screen [9], or by presenting
sounds [39]. By mapping each symbol or sound to
a control command, the user can select an action by
focusing his attention on the corresponding stimulus
event. This makes it possible to control a wide
range of applications based on visual ERPs, e.g., for
spelling [9], [40], web browsing [41], games [42],
[43], browsing and sharing pictures [44], predicting

emergency brakes in a driving scenario [45], controlling objects in a virtual environment [46], [47]
and artistic expression through painting [6], [8].
Visual ERP-based BCIs have several desirable
features [5], [11]: (a) They require virtually no
subject training, (b) can be realized with standard hardware, (c) have a high user acceptance,
(d) generally need less than 10 minutes to be
calibrated [11] and (e) are effective for almost
all healthy users [48] and for many patients with
ALS [6]–[8]. Overall, BCIs based on visual ERPs
are widely used, even though faster alternatives exist
in terms of information transfer [49]. Examples
are code-modulated visual evoked potentials (cVEP) [50] also including broad-band stimulation
paradigms [51] and paradigms based on steady state
visual evoked potentials (SSVEP). For the latter,
Chen et al. [52] have demonstrated how users can
write up to one character every second. The c-VEP
and SSVEP approaches, however, require a high
temporal precision of the visualization hardware and
a high level of gaze control. SSVEP stimulation can
be perceived as a high workload and – due to its
flickering characteristics – may even evoke seizures
in epileptic users.
Importantly, visual ERP-based BCIs often have
the advantage that the stimulus presentation mode
leads to a special structure of the collected brain
signal data, which can be exploited by unsupervised learning methods. For instance, in the case
of the well-known P300 speller by Farwell and
Donchin [9], the user can select to spell between
36 symbols which are arranged in a 6×6 grid by
focusing his attention on the target letter. Rows and
columns are highlighted in alternating order. A complete highlighting round of 12 events is called an
iteration. Typically, multiple iterations are necessary
to uniquely determine the attended character. This
highlighting scheme is inducing constraints on the
data, e.g., exactly one row and one column of the
symbol grid will contain the selected letter while
five rows and columns do not contain it. Also,
knowing the selected symbol uniquely determines
each event as being attended (target) or not-attended
(non-target). These and more constraints allow for
efficient learning from unlabeled data in ERP-based
BCIs, something which is not yet sufficiently explored in the oscillatory domain. For an analysis
of transfer learning and unsupervised adaptation in
the oscillatory domain, which is not in the scope

of this review, we refer to the work by Lotte and
colleagues [53].
II. R EVIEW OF R ELATED W ORK
Different attempts have been undertaken to accomplish learning from unlabeled data in ERPbased BCIs. We begin by reviewing examples from
the group of unsupervised adaptation techniques
(sometimes also referred to as semi-supervised [53]
methods), before discussing unsupervised learning
approaches. We want to emphasize that all unsupervised methods can be used for an ordinary
visual P300 speller unless specified otherwise. The
ML model is hidden from the user such that the
interaction between user and computer remains the
same except for the quality of the control signals.
A. Unsupervised Adaptation for ERP
Unsupervised adaptation always relies on a classifier that has been pre-trained on supervised data
from the same or other subjects. For transferring
it to a novel user or to the next session, the pretrained classifier is then adapted using unlabeled
data gained during the usage of the BCI application.
An overview of currently published methods is
given in the top part of Table I.
1) Naı̈ve Labeling: Lu et. al [17] proposed an
approach in which a subject-independent classifier
is first trained on historic data and then used to
predict the labels for newly recorded ERP signals.
Assuming that these predictions are correct, the
model is then retrained with the new data to obtain
an updated classifier. Obtained labels are called
“naı̈ve” as it is uncertain whether they are correct
or not. To measure the degree of uncertainty, Lu
et al. introduced a confidence score that is measuring how consistently the labels were predicted
during the spelling of one letter. Only when a high
consistency is observed, they trusted an estimated
label. Otherwise, the unlabeled data was discarded.
While their approach worked well in an offline study
using a visual spelling paradigm with 10 healthy
subjects, it can be expected to have severe problems
when the initial accuracy is close to chance level,
e.g., in patient data or in auditory ERP data with
a low SNR. In this case, the instability of the
labeling can cause runaway errors [56]. The selflabeling approach was also used by Kindermans
et al. [54] for a class re-weighted version of the

TABLE I
OVERVIEW OF UNSUPERVISED ADAPTATION AND UNSUPERVISED LEARNING METHODS FOR EVENT- RELATED POTENTIALS
Main Concept

Reference
Unsupervised Adaptation

1) Naı̈ve labeling: adaptation based on predicted labels

Lu, 2009, [17]; Kindermans, 2011, [54]

2) Co-training two classifiers based on predicted labels

Panicker, 2010, [18]

3) Usage of error-related potentials as label information

Zeyl, 2016, [19]

4) Pooled mean & covariance adaptation disregarding labels

Vidaurre, 2011, [20]; in ERP: Dähne, 2011, [21]

5) Alternatively estimating CSP and Riemannian classifier

Barachant, 2014, [55]; in MEG: Bolagh, 2016 [22]

Unsupervised Learning
1) Exploiting task constraints and error-related potentials

Grizou, 2014 [28], [29]; Iturrate, 2015 [30]

2) Utilize data constraints with expectation-maximization (EM)

Kindermans, 2012, 2014 [24], [25]

3) Modify paradigm to learn from label proportions (LLP)

Hübner, 2017, [26]

4) MIX: Combine the mean estimations from EM and LLP

Verhoeven, 2017, [27]

Ridge regression and was shown to outperform a Empirical data shows that the assumptions made
non-adaptive classifier on the BCI Competition III by the LDA are closely met by ERP data [58]
and hence, LDA is a widely used and competitive
data set [57].
2) Two-classifier Co-training Approach: Pan- classifier in BCIs [58], [59]. One can show that
icker et al. [18] extended the idea of naı̈ve labeling replacing the shared covariance matrix ΣC by the
using two classifiers — Fisher linear discriminant global covariance Σ, which disregards label inforanalysis and Bayesian linear discriminant analy- mation, leads to the same direction of w given the
sis — which co-train each other. To do so, both correctly recovered class means. Technically, this
classifiers are first initialized on a labeled training can be understood as a least squares classifier with
data set. Then both classifiers determine the labels re-scaled outputs [60]. For that reason, Vidaurre et
for a chunk of unseen and unlabeled data points. al. proposed an adaptation scheme which adapts
These points with corresponding estimated labels either only the common class means or both, the
are then added to the current training data set of class means and the global covariance matrix in an
the other classifier and both classifiers are retrained. unsupervised fashion. This approach was shown to
This procedure is repeated until convergence or until outperform a fixed supervised classifier on motor
the improvements (measured by a confidence score) imagery data both in simulations and online. It can
are minimal. The authors evaluated this approach readily be applied to ERP data as demonstrated
using an offline visual ERP speller study with data in [21].
from five healthy subjects. For this relatively small
number of subjects, it was found that the co-training
approach outperforms the naı̈ve labeling strategy
of a single classifier in most situations, however,
runaway errors may still occur.
3) Pooled Mean and Covariance Adaptation:
Vidaurre et al. [20] suggested an unsupervised
adaptation method of a linear discriminant analysis
(LDA) classifier. LDA assumes a class-wise normal
distribution with class means (µ1 , µ2 ) and shared
covariance matrix ΣC . It finds a linear hyperplane
defined by the orthogonal vector w by computing [58]:
w = Σ−1
C (µ2 − µ1 )

(1)

4) Adaptation Based on Error-Related Potentials: When the user perceives a mistake, e.g., when
an incorrectly spelled letter was shown to the user,
a time-locked error-related potential (ErrP) can be
observed. These ErrPs can be decoded with an
accuracy of around 80% [61]–[63] and – depending
on the application – may be useful to automatically
correct detected errors [64]. Initially proposed for
code-modulated visual evoked potentials, Spüler et
al. [65] proposed to ignore the data, if an ErrP is
detected after showing the predicted character since
the true class label is unknown and the estimated
class label is suspected to be wrong. Other groups
used ErrPs to adapt the policy of a virtual or real
robot in order to achieve a certain goal [33]–[38].

In Section II-B1, we review an approach that can
jointly learn to decode ErrPs and to adapt its policy
to control a device.
Recently, Zeyl et al. [19] compared an adaptation
of the decoder based on (a) ErrPs, (b) a naı̈velabeling approach based on target confidence and
(c) a hybrid approach which combines (a) and (b)
in a visual ERP speller. The problem with exploiting
ErrPs in the context of the classical visual ERP
speller is that feedback signals are only shown at
the end of each trial, and hence, ErrPs are harvested rarely compared to the number of presented
stimulus events. To alleviate this mismatch, Zeyl
and colleagues proposed to show both the row and
the column selection as two separate decisions to
the user to collect ErrPs more frequently. Interestingly, an offline analysis and a simulated online
experiment with 11 healthy subjects showed that
the naı̈ve-labeling approach performed best, with
the hybrid approach close behind and the pure
ErrP approach significantly worse. This indicates
that additional information from the ErrPs could
not contribute in improving the adaptation in this
specific experimental scenario.
5) Alternatively Training a Spatial Filter and
Riemannian Classifier: Barachant and colleagues
proposed an information theoretical framework
which allows measuring distances between trial
covariance matrices based on concepts of the Riemannian geometry [66]. The use of this representation and Riemannian distance has the advantage of
being invariant under affine transformations which
would not be the case in the original Euclidean
space. Supervised classifiers operating on Riemannian distances have been successfully applied to
ERP signals [55]. Although mentioned as an option,
unsupervised adaptation was not implemented in
their work on EEG-based ERP data [55], but it was
implemented successfully on magnetoencephalography (MEG) data by authors around Bolagh from the
same group [22]. Again, the premise is that labeled
historic data from earlier subjects is available which
is used to obtain an initial estimate of the novel
unlabeled data.
An iterative two-step procedure for estimating
these labels is at the core of their approach. It
makes use of a widely-used spatial filtering method,
Common Spatial Patterns (CSP) [67]. As this algorithm requires labels, which are not available in
an unsupervised adaptation approach, the current

label estimates are used in every iteration of the
procedure. The first step involves to replace the original trials by new “super trials”. These are formed
by CSP-filtered original trials, enlarged by the two
CSP-filtered class means. Super trials are then used
to calculate the so-called feature covariance matrices
(one per trial). The second step takes place in Riemannian space, where distances between these novel
feature covariance matrices and mean covariance
matrices can be computed. A Riemannian classifier
based on labels of the last iteration (or on labels of
historic data in case of the first iteration) is used to
update the label estimate of each trial. These two
steps are repeated until convergence.
This approach won the open “DecMeg2014”
Kaggle competition. It could easily be transferred
to EEG data.
B. Unsupervised Learning of ERP
We now address the second group of classifiers.
Unsupervised learning approaches can learn the
model parameters without requiring any labeled data
at all, not even historical data. This type of learning
is substantially more difficult as no initialization
or prior information of the parameters is available
compared to the approaches described in the previous section.
Assuming a two-class problem with high SNR,
one could imagine an obvious approach: applying a
clustering algorithm would allow splitting the data
into two groups, e.g., by assuming a Gaussian distribution of each class. One could then further identify
the two clusters as target and non-target classes
by utilizing structure imposed by the experimental
design. In case of ERP paradigms, fewer data points
can be expected in the cluster formed by target
points compared to the non-target cluster.
However, given the low SNR in ERP-based EEG
recordings, this obvious approach would require an
enormous number of data points. Practically, it is
not feasible. Instead, unsupervised learning methods
need to exploit the data constraints provided by
the ERP application as good as possible. Only this
information allows them to solve the classification
task despite the low SNR and missing labels.
We review four algorithms that implement unsupervised learning: (1) an approach combining
task constraints with ErrPs, (2) the probabilistic
expectation-maximization algorithm, (3) the deterministic learning from label proportions – which

requires a modification of the paradigm – and (4)
the combination of the latter two algorithms. An
overview is shown in the bottom part of Table I.
1) Exploiting Task Constraints and ErrPs: The
calibration-free approach by Grizou [28], [29] and
Iturrate [30] is able to simultaneously calibrate the
system while the user controls the BCI by making
intelligent use of the given task constraints and
ErrPs. The authors demonstrated the feasibility of
the approach on a virtual 5×5 grid where the
user should move a cursor to a goal position [30].
Users achieve control by monitoring the moving
cursor and passively assess whether it moves in
the right or wrong position. In the latter case,
an error-related potential is automatically elicited
by the user. Detecting those ErrPs would allow
a BCI controller to determine the goal position.
Now, the learning task is to simultaneously infer the
unknown goal position as well as to train an ErrP
decoder. This chicken-and-egg problem is solved by
utilizing the observation that each of the 25 possible
goal positions should lead to a different sequence
of elicited ErrPs, thus providing only 25 possible
ways to label the ErrP data. Their algorithm then
assigns a higher likelihood to data sets that are
most consistent, where consistency is measured as
the separability between the two classes (correct
or incorrect direction). The goal position desired
by the user is the one associated with the most
consistent data set, which can, in turn, be used
to update the parameters of the ErrP classifier. An
online study with eight healthy subjects showed that
this method allowed users to correctly navigate the
cursor to more goals compared to a scenario where
a supervised adaptation was conducted prior to the
experiment and with the same total experiment time.
Although their navigation problem is formulated in
a grid shape, this technique was not yet applied to
any ERP-based spelling paradigm, see [37].
2) Expectation-Maximization: The approach by
Kindermans and colleagues [24] also simplifies the
overall learning task by trying to infer the latent
variable (selected symbol) of a matrix speller rather
than solving the more complicated problem to decide for each stimulus whether it was a target or
non-target. This reduces the number of possible configurations from an exponentially growing number
in the latter case, to a limited one – 36 in the
case of the original visual ERP speller. Importantly,
the number of possible configuration only depends

on the grid size, and does not change when more
iterations are recorded to spell one character. With
this constraint in mind, Kindermans et al. proposed to use a version of Bayesian least square
regression [24], [60] which assumes that the feature
vectors can be linearly projected onto two onedimensional Gaussian distributions (one for targets
and one for non-targets), which share the same
within-class variance. In the original formulation,
the goal of the decoder training is then to find
that linear projection w and per-class variance β
which maximizes the probability of observing the
data given the model parameters.
The learning task is tackled by utilizing an
expectation-maximization (EM) algorithm which alternatively estimates the probabilities of the latent
variables – which letter was selected by the subject
– during the expectation step [E-step] and optimizes the parameters given these probabilities in the
maximization step [M-step]. The EM procedure is
repeated until convergence. This method can be seen
as a mathematically rigorous version of the naı̈ve
labeling approach from Section II-A1.
An online study with 10 young healthy users
showed that the EM algorithm can successfully
decode auditory ERP signals from scratch without any label information [25]. Given a sufficient
amount of data, the EM approach can compete
with a supervised classifier. In cases when nonstationarities occur in the data [25], the EM has the
potential to outperform a non-adaptive supervised
classifier. However, even though EM works well
in practice, no guarantees on the decoding quality
can be provided, and practically the EM algorithm
often converges to unfavorable local maximums –
especially when only a limited amount of unlabeled
data is available.
3) Learning from Label Proportions: The third
method, learning from label proportions (LLP), was
initially proposed by Quadrianto et al. [68] and was
first applied to BCI by Hübner et al. [26]. It is
based on the idea that the unlabeled data points
derived during the online use of a BCI can be
subdivided into groups, where every group displays
a different ratio of target to non-target data points.
To enable this approach for a visual matrix speller, a
modification of the spelling paradigm is necessary.
Hübner et al. [26] proposed to modify the spelling
interface with the following three adjustments: (a)
The spelling matrix is extended by 10 additional

#-symbols which serve as visual blanks and should
never be attended by the user – as such they are
non-targets by construction. (b) Instead of using a
row-column highlighting scheme, the flexible highlighting scheme by Verhoeven et al. [69] is used. (c)
Each trial (i.e., spelling one character) is composed
of two interleaved highlighting sequences, where
sequence 1 only highlights normal character (it does
not highlight #-symbols) and sequence 2 highlights
normal characters as well as #-symbols. These
modifications lead to two subgroups of EEG data,
namely the epochs measured during sequence 1
and epochs from sequence 2. The groups show
different but known target- to non-target ratios,
which are stored in a mixing matrix Π and are
known from constructing the sequences. The mean
ERP responses of sequence 1 and 2 (µ1 , µ2 ) are
then given by a linear combination of the target and
non-target class means µT , µN as
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By inverting Π and computing the sample means
of the two sequences µ̂1 , µ̂2 , unsupervised estimates
for the class means are obtained. Importantly, the
LLP approach comes with the theoretical guarantee
of converging to the right class means given independent and identically distributed data points [26].
As a final step in the approach of Hübner et al.,
a modification of the linear discriminant analysis –
using the global covariance instead of the shared covariance matrix similar to the case in Section II-A2
– is used to compute the desired projection vector
w.
An online study with 13 healthy subjects showed
that LLP could reliably learn the classifier weights
from scratch [26]. Simulated online experiments
revealed, that this unsupervised learning approach
initially outperforms the EM-approach, but falls
behind when more and more data is available from
extended online use.
4) Mixture Method: The mixture method (MIX)
by Verhoeven et al. [27] describes an analytical
combination of the EM and LLP method. It is built
on the observation that the previously explained
two methods, EM and LLP, have complementary
strengths and weaknesses. It uses a reformulation
of the EM algorithm which is explicitly estimating
the class means instead of the projection only. In

the MIX method, the estimation of the class-wise
means is proposed as a linear combination of the
mean estimations found with the EM (µEM ) and
those estimated by the LLP method (µLLP ),
µ̂M IX (γ) = (1 − γ)µ̂EM + γ µ̂LLP

(3)

where γ ∈ [0, 1] denotes the mixing coefficient. The
coefficient γ is found by minimizing the expected
mean squared error between the estimated value
µ̂M IX and the unknown true parameter value µ.
Verhoeven and colleagues showed, that this approach leads to an analytical formulation for the
optimal mixture coefficient γ ∗ [27]:
!
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Here, d denotes
the feature dimensionality, and

V ar µ̂(·),d denotes the variance (over different
realization of the data) of the estimator for the dth
entry of the estimated mean µ̂(·) . This variance is a
measure of the uncertainty of the estimated value.
The higher the uncertainty on the output of the
LLP method, the higher the weight given to the
output of the EM method and vice versa. To estimate
the variance in LLP, one can derive a closed-form
solution which only depends on the mixing matrix
and data variance. For the EM, no closed-form
solution exists. Additionally, only one realization of
the data is observable in practical applications, and
simulating other realizations is time-consuming and
inaccurate. Hence, the authors used the approximation that the EM-estimator converges asymptotically
to a Gaussian distribution where the variance can be
computed based on the data [27].
Verhoeven et al. [27] compared LLP, EM and
MIX in offline simulations on data of 13 subjects
which is openly available at the Zenodo database1 .
It was found that the MIX method does not only
combine the strengths of EM and LLP but that
it actually transcends the two single performances
for almost any amount of data on the group grand
average. Interestingly, the simulations also showed
that the MIX performance can compete with a
supervised classifier which had the complete label
information available and has been trained on the
same amount of training data as MIX after a short
ramp-up.
1

DOI: http://doi.org/10.5281/zenodo.192684

In this section, we reviewed the most promising
unsupervised adaptation and unsupervised learning
methods for ERP-based BCIs. It is of course also
possible to combine the best of the two worlds.
While an unsupervised adaptation method crucially
relies on a pre-trained classifier, unsupervised learning methods can certainly also benefit from a good
initialization of the model parameters based on
historic labeled (or unlabeled) data. A study by
Kindermans et al. [70] showed how transfer learning
significantly improves the EM algorithm. Even if the
model is initialized poorly, unsupervised learning
methods have a high chance of learning a good
classifier which is not the case for unsupervised
adaptation methods.
III. M ETHODS
The main goal of the current paper is to verify
the promising results of the MIX study in an online
study. Even though authors of offline simulations try
hard to avoid overfitting pitfalls, only the evaluation
in an online experiment can serve as a gold standard
to validate novel decoding methods. Thus, we describe in the following an online study which compares the unsupervised learning approaches, EM,
LLP and MIX in a visual ERP speller.
A. Participants
In a single experimental online session per participant, a copy-spelling task was executed by 12
healthy volunteers (8 female, 4 male, mean age: 26
years, age range: 19–31 years). The BCI used a visual ERP paradigm in order to elicit target- and nontarget components in the measured EEG signal. Two
of the subjects (S2, S8) had prior EEG experience.
The ethics committee of the University Medical
Center Freiburg approved the study. All participants
gave written informed consent prior to participation.
A session took about 3 hours (including the EEG
set-up and washing the hair), and participants were
compensated with 8 Euros per hour.
B. Experimental Paradigm and Classifier Updates

sentence in each of three blocks. The text consists
of the 35 symbols “F RANZY JAGT IM TAXI QUER
DURCH DAS ”. Each block, one of the three decoding algorithms (EM, LLP, MIX, see Section II-B)
was used in order to guess the attended symbol.
The order of the blocks was pseudo-randomized
over subjects, such that each possible order of the
three decoding algorithms was used twice. This
randomization should reduce systematic biases by
order effects or temporal effects, e.g., due to fatigue
or task-learning.
A trial describes the process of spelling one character. Each of the 35 trials per block contained 68
highlighting events. The stimulus onset asynchrony
(SOA) was 250 ms and the stimulus duration was
100 ms leading to an interstimulus interval (ISI) of
150 ms. The chosen SOA was rather long compared
to other visual ERP spellers and could be reduced
to speed up spelling, but we wanted to ensure
comparability to our previous studies [26], [27]. The
classifier was randomly initialized at the beginning
of each block. Classifiers were updated at the end
of every trial after the target character has been
estimated. The LLP classifier was always retrained
from scratch using all unlabeled data while the EM
classifier was updated iteratively using the previous
classifier as initialization and all unlabeled data
for updating. Although the copy-spelling task in
principle would have allowed access to the true
labels, they were not provided to any of the three
classifiers at any time during the online session.
However, label information was utilized to assess
performances in offline analysis afterward.
Highlighting sequences were generated using the
flexible framework by Verhoeven et al. [69] which
ensures that the given target to non-target ratios
in S1 and S2 are obtained and furthermore, tries
to minimize the number of double flashes and
neighboring flashes. Please see also our previous
work [26] for a more detailed description of how
the flexible highlighting sequences are utilized to
support LLP. The actual highlighting effect consists
of a combination of brightness enhancement, rotation, enlargement and a trichromatic grid overlay,
which has been reported favorable to brightness
highlighting alone [44].

An overview of the experimental structure is
given in Fig. 2B. As the setup is very similar to
the one used in [26], we restrict our description to C. Implementation
the essential information. Within a single session,
We adopted the implementations of the algoa subject was asked to spell the beginning of a rithms as proposed for EM [25], LLP [26] and the

Fig. 2. Structure of the online experiment. A) Each subject performed three experimental blocks. Each block used a different
unsupervised classifier (Expectation-Maximization (EM), Learning from Label Proportions (LLP) or a Mixture of the two (MIX)). B)
At the start of a block, the corresponding classifier was initialized randomly. The speller was modified to allow the application of
LLP: One trial (i.e., spelling one character) consisted of pseudo-randomly interleaved highlighting events drawn from sequence 1 (S1,
indicated by blue vertical bars) or sequence 2 (S2, green bars). In S1, a highlighting event operated on ordinary characters only, while
events from S2 also highlighted “#” symbols. As the “#” symbols are not contained in the copy-spelling text, they always remain in
a non-target role. This modification leads to different target to non-target ratios in S1 and S2 enabling LLP. Attended (target events)
and not attended stimuli (non-target events) are indicated by shorter and longer bars, respectively. This label information, however,
remained unknown to the classifiers. After each trial, the classifier predicts a character which is shown to the user. This is followed
by an update of the classifier (see text).

sive Ag/AgCl electrodes (EasyCap) were recorded,
which were placed according to the extended 10–20
system, and whose impedances were kept below
20 kΩ. The signals were recorded and amplified by a
multichannel EEG amplifier (BrainAmp DC, Brain
Products) at a sampling rate of 1 kHz. An optical
sensor on the screen indicated the exact starting time
point of each highlighting event.
The collected data was band-pass filtered with
a third order Chebyshev Type II filter between
0.5 and 8 Hz and downsampled to 100 Hz. Epochs
were windowed to [-200, 700] ms relative to the
stimulus onset and corrected for baseline shifts observed in the interval [-200, 0] ms. For each channel,
the mean amplitudes of six intervals ([50, 120],
[121, 200], [201, 280], [281, 380], [381, 530] and
[531, 700] ms relative to the stimulus onset) were
computed as features. As strict instructions of participants during the online session regarding the
avoidance of obvious artifacts seemed effective, we
refrained from rejecting any epochs in the preproD. Experimental Setup, Data Acquisition and Pro- cessing of the online session and offline analysis
after the experiment. Apart from the described ones,
cessing
no further preprocessing steps were applied.
Subjects were sitting at 80 cm distance from a
24-inch flat screen. The EEG signals from 31 pas- E. Performance Scores
2
The accuracies of the three different unsupervised
Github
repository:
https://github.com/DavidHuebner/
classifiers were assessed with two different metrics.
Unsupervised-BCI-Matlab
MIX method [27]. Please note the following. Since
the EM algorithm relies on a good (random) initialization, Kindermans et al. [25] proposed to initialize
five classifier pairs in parallel, thus, increasing the
chance of having a good random initialization. They
also proposed to optimize the per-class variance β
directly. In contrast, the goal of the study by Verhoeven et al. [27] was to compare the mean estimations
of the three methods. Hence, the authors of the
latter study used only one classifier and applied
the same linear classifier with covariance-shrinkage
by Ledoit-Wolf [58], [71] to all three classifiers.
In this paper, we used the original implementation
of the EM algorithm with five randomly initialized
pairs of classifiers because we observed a better
performance and hence, have a fairer comparison.
For the online experiment, the algorithms were
implemented in the BBCI toolbox [40] in Matlab. A
simplified code version for offline analysis (without
external toolboxes) is available for Matlab2 .

First, the spelling accuracy was computed, which
simply indicates whether a character was spelled
correctly or incorrectly. Second, we computed the
Area Under the Curve (AUC) of the receiver operating characteristic curve for discriminating between
target and non-target epochs. The range of the AUC
is between 0 and 1, where 0.5 indicates the theoretical chance level and 1 indicates perfect separability,
i.e., each event can be classified correctly as target
or non-target.

no supervised classifier was used in the online
experiments, we could realize such a comparison
only in a post-hoc offline re-analysis of the data.
Both classifiers were trained on the first N − 1
characters and tested on the N th character. Fig. 4
shows the results.
We tested the null hypothesis that both single epoch classification accuracies come from the
same distribution. The non-parametric Wilcoxon
rank sum test showed that significant differences
exist only for the first 9 characters (for p = 0.05).
No
significant differences in the performance of
IV. E XPERIMENTAL R ESULTS
the unsupervised and supervised method can be
We start by presenting the results of the online observed for 10 or more characters.
study. We observed that the group-averaged visual
ERP responses upon target and non-target stimuli
V. D ISCUSSION
(data not shown) are very similar to the ones reported in our previous work [26] with respect to the
This is the first online study which demonstrates
latencies of ERP peaks, their amplitudes and spatial that (after a short ramp-up period) an unsupervised
locations of peaks on the scalp. This similarity is ERP classifier for BCIs, which was trained from
expected, as we have used the same highlighting scratch, shows comparable performance as a statescheme and a similar group of subjects.
of-the-art supervised classifier trained on the same
Regarding classification, Fig. 3A shows the tar- amount of, but labeled data. This means that unlaget vs. non-target classification accuracies for each beled data from the highly structured ERP domain
subject and each of the three unsupervised learning is about as valuable as labeled data for the training
method and Fig. 3B shows the grand average over of a classifier once a sufficient amount of data is
the 12 subjects. While LLP reliably improves in available. We also found that the online performance
the beginning but only shows slow learning over observations of LLP, EM and MIX match well with
time, the EM algorithm performs more dichoto- the three main results reported in an earlier offline
mous. Depending on the random initialization, the study by Verhoeven et al. [27] regarding (a) the sinclassifier can either find the projection very early gle epoch classification, (b) spelling accuracies and
(S7) or only relatively late (S6, S9). The MIX (c) the observed relative performance differences
method performs best for almost all subjects and is between the three methods. We conclude that no
able to consistently reach a high decoding accuracy severe overfitting has occurred in the offline study
with an average of around 80 % after data of around by Verhoeven et al. [27] and that these promising
seven characters has been recorded. We would like results are indeed transferable to the online case.
to emphasize that seven characters correspond to
The unsupervised approaches have two key adonly 168 s of unsupervised training time or 476 vantages over traditional supervised methods. First,
unlabeled epochs which suffice to reliable estimate the unproductive calibration time required for trainattended characters (see Fig. 3C). The characteristic ing a supervised classifier becomes superfluous with
behaviors of the three classifiers also transfer to the unsupervised learners. This time can be utilized on
spelling accuracy which is depicted in Fig. 3C.
the desired application right from the start, even
Having found that the MIX method is outper- though the performance needs to ramp up over a
forming the two competing unsupervised learning few trials. Subjects perceived the ramp-up phase
methods by a large margin in the online study, the as challenging because of the confusing feedback.
question remains how well it competes with a super- Many subjects were blaming themselves rather than
vised classifier. We compared the unsupervised MIX the computer for the incorrect feedback. We want to
performance with supervised shrinkage-regularized stress that for some applications, e.g., text spelling,
LDA classifier [58] which is a highly competitive the text generated during the ramp-up period can
supervised classifier in the field of BCIs [59]. As be corrected post-hoc by simply reapplying the

Fig. 3. Online performance. A) Binary target vs. non-target classification accuracies for each subject as seen online. The AUC
was computed on the latest (unseen) character. B) Grand average classification accuracy. Shaded area depicts the mean ± standard
deviation across subjects. C) Overview of correctly and incorrectly spelled characters for all 12 subjects. Blue squares denote incorrectly
spelled characters while yellow squares indicate correctly spelled characters. For each subject and method, the red circles indicate the
first time point of perfect control, where all post-hoc reanalyzed characters and all upcoming letters are correctly decoded. Post-hoc
reanalyzed characters are obtained by reapplying the current (improved) classifier to the data from all trials up to the current one. EM:
Expectation-Maximization, LLP: Learning from Label Proportions, MIX: Mixture of the two methods.

improved classifier at a later time point onto the
initially collected data [25]. Another approach to
mitigate the ramp-up effect of the MIX method is,
of course, to also incorporate transfer learning. Its
benefit for unsupervised learning approaches has
been shown by Kindermans and colleagues [70].

are fixed after training, non-stationarities can cause
supervised methods to deteriorate over a session,
while unsupervised methods have the chance to
adapt to changing data distributions and maintain
or even improve their classification accuracy over
time [25].

The second big advantage of unsupervised classifiers is the ability to continuously learn from unlabeled data. It is well-known that EEG signals do not
only change from calibration to online sessions [72],
but are also non-stationary over longer sessions [72]
due to changing human factors (fatigue, motivation
and learning) [2], [73] or non-human factors (drying gel leading to changing impedances, changed
environmental conditions). As supervised classifiers

The biggest limitation of the presented unsupervised learning approaches is that – so far –
they are mostly restricted to ERP data and are not
directly applicable to, e.g., motor imagery data. The
reason is that they explicitly utilize the rich structure
introduced by the ERP paradigm. For instance, the
EM algorithm exploits that one latent variable – the
selected symbol – uniquely determines all target and
non-targets epochs of a trial. The LLP approach

Fig. 4. Comparison of the unsupervised MIX method with a supervised regularized LDA classifier. Both classifiers were trained
on the first N − 1 characters and tested on the N th character. The thick lines depict the grand average over 12 subjects while the
shaded area shows the standard deviation across subjects. The red dotted line shows the p-value of a Wilcoxon rank sum test comparing
the supervised and unsupervised performance for character N.

requires a slight modification of the stimulation
paradigm in order to create different class proportions. Here, one could consider the option of
switching back to a spelling matrix without visual
blanks to avoid highlighting unnecessary symbols
after the ramp-up phase [26]. While this might
slightly change the ERP responses, the continued
unsupervised adaptation should be able to adapt
to these changes. Re-visiting existing ERP-based
BCI applications, however, makes evident, that such
class proportion differences might be available in
some applications already without changing the
interface, e.g., in applications which implement a
two-step selection procedure where the number of
symbols differs in the first and second selection step.
In general, we think that future work should go
towards jointly adapting the paradigm and classifier
by considering the user, interface and decoder as a
holistic system. A first conceptual attempt has been
made by Mladenović et al. [74].
The MIX method is the result of combining two
unsupervised learning ideas with complementary
strength and weaknesses [27]. By reviewing other
attempts, we hope to further foster the combination
of different ideas. In the past, Kindermans et al. [70]
already proposed a joint Bayesian framework utilizing a language model, dynamic stopping and
transfer learning. These add-on techniques can also
be combined with the unsupervised MIX method if
increased spelling speed is required. Certainly, this

set could be further extended, for instance by exploiting error-related potentials [19]. We think that
coping with the low SNR in BCI data requires the
aggregation of information from different temporal
and neuronal sources and a careful exploitation of
the underlying data constraints.

VI. C ONCLUSION
We reviewed different strategies to learn from
unlabeled data in ERP-based BCIs. There is clear
evidence that unsupervised adaptation outperforms
non-adaptive supervised classifier. We also found
conceptually different learning strategies based on
predicted labels, additional user input such as errorrelated potentials or based on the exploitation of
the underlying ERP data constraints. As demonstrated with the MIX method, combining these ideas
can substantially improve unsupervised learning approaches. An online study with 12 healthy subjects
showed that the MIX method is currently by far
the most promising unsupervised learning approach
which can even compete with a supervised stateof-the-art method that has the same amount of
training data and full label information available
after a short ramp-up. If a slight modification of
the ERP paradigm is accepted by BCI users, then
unsupervised learning methods can in practice completely replace supervised methods. This opens the
opportunity for true plug & play systems and the

ability to learn from large unlabeled data sets to find
common patterns and improve transfer learning.
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M. Jérémie, “Objective and subjective evaluation of online error
correction during P300-based spelling,” Advances in HumanComputer Interaction, vol. 2012, no. 4, pp. 1–13, Jan. 2012.
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